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Summary: Speech based interfaces lend themselves to mobile devices and location based 

services, offering eyes-free and hands-free interaction. However without a graphical interface it is 

necessary to describe a target feature to the user, or to locate it relative to a more salient object in 

the field of view. The research presented here looks at how suitable landmarks may be 

automatically identified in a city, and filtered dynamically according to a visibility model based 

on the user’s current position, in order to form the basis of a referring expression which can direct 

the user’s gaze towards a specific target. 
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1. Introduction 

A conversation between two people attempting to single out a feature in view that included the 

phrase “It’s the brick house to the left of the lake” would not seem out of place, yet the generation 

of such descriptions is out of reach for current speech-based Location Based Services (LBS). To 

generate such phrases requires a detailed knowledge of the surrounding features, a model which 

can determine items in view and their projective spatial relationships from the current location, 

and a method to find the most suitable visual attributes by which the narrative can be formed. 

This challenge has been referred to as the ‘spatial Turing test’ (Winter and Wu  2008), whereby 

the goal for an application’s narratives is that they are indistinguishable from those made by a 

human. 

LBSs allow users equipped with suitable mobile devices to exploit location and context when 

retrieving digital information about, or guidance to, items around them. As these applications 

become more sophisticated allowing more natural interactions, (and as speech based interfaces 

develop), we can expect a closer blending of digital and real worlds within our daily lives. 

Speech based interfaces are usually confined to navigational devices where the task is constrained 

and well defined, (Werner et al.  1997, Hirtle and Jonides  1985), requiring only a small set of 

language terms. However as speech recognition tools improve, their use in a range of LBS roles 

will increase (Michelis et al.  2008), particularly where the user wishes to operate in a hands-free 

and eyes-free way without having to re-focus attention (Francioni et al.  2002), such as used in the 

EARS virtual city guide (Bartie and Mackaness  2006) and SpaceBook (Janarthanam et al.  2012). 

Aside from the mechanics of speech generation and recognition, challenges exist in how natural 
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language phrases are generated, parsed and understood. One such challenge is in how referring 

expressions may be formed to guide the user’s attention to a particular item within the current 

field of view by using more salient objects. The focus of this paper is on how these more salient 

landmarks may be identified, and used as anchor points to guide a user’s gaze towards a defined 

target, through the generation of a suitable referring expression. 

  

2. Background 

Natural Language Interfaces using speech recognition potentially provide a better alternative to 

graphical user interfaces, enabling user support without distraction. These build on the research 

areas of Natural Language Processing (NLP) concerned with the comprehension of text (Allen  

2003, Manning et al.  1999), and Natural Language Generation (NLG) which focuses on phrase 

formation (Dale et al.  1990, Reiter and Dale  1997).  One of the sub-research topics in this field 

is Referring Expressions, which is the part of language used to describe a feature in a scene (Dale 

and Reiter  1995). It has particular relevancy for spatial applications as many phrases contain 

implicit spatial references (Kray and Porzel  2000).  

A referring expression is the part of language concerned with identifying an object through 

constructing a suitable descriptive phrase, for example when drawing someone’s attention to a 

particular building in an urban scene. Landmarks are one aspect of the environment frequently 

referenced, as they assist in forming mental representations of space (Hirtle and Heidorn  1993, 

Tversky  1993), and in way-finding tasks (Caduff and Timpf  2008, Duckham et al.  2010, 

Lovelace et al.  1999, Werner et al.  1997, Winter et al.  2008). Landmarks are defined as 

identifiable features in an environment, whose saliency may be calculated by comparing scores 

for particular attributes (e.g. their size) and identifying those which deviate from the mean (Elias  

2003, Elias and Brenner  2004, Raubal and Winter  2002). These are the buildings and objects 

unlikely to be confused with others, either which appear very different to their surroundings (e.g. 

churches, statues) or are well known major international brands (e.g. Starbucks). 

While landmark saliency research focuses on finding the most recognisable features in a region, a 

different model is required to determine how to construct referring expressions for ‘non-

landmarks’ using the most salient features in ‘vista space’ (Montello  1993). For example to guide 

the user’s view to a meeting place at a restaurant, based on the relationship between that target 

(i.e. restaurant) and a nearby visually salient and more easily identifiable monument. This 

requires the modelling of the vista space, and the use of qualitative projective relationships 

between a reference object and the target object from the user’s viewpoint. This research focuses 

on the selection of the most suitable reference object for a given nominated target to achieve this 

goal. 

 

3. Landmarks 

Landmarks have properties which deviate from the general pattern in the surrounding region 

according to a number of metrics. They are considered to be salient according to structural, 

visual, and semantic components (Sorrows and Hirtle  1999).  

An indication of the visual saliency of features can be discovered in crowd sourced web image 

databases, such as FlickR. In general people tend to photograph the exceptional objects in a city, 

and ignore the more mundane items. For the purposes of this study the FlickR dataset for 

Edinburgh, Scotland (Figure 1a) was used as the basis to define visually interesting buildings. To 
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identify landmarks, (rather than photos of them which could be taken from a distance (e.g. distant 

view of Calton hill [actually located as 1] in Figure 1b, and Edinburgh Castle [located at 2] in 

Figure 1c), the FlickR dataset was refined as follows: 

 

 Take each FlickR point in the study region 

 Count the number of other users (based on FlickR userID) within 50m which have used a 

similar tag, ignoring the most common overall tags (e.g. Edinburgh, Scotland, and years 

(2010, 2011, etc)) 

 Calculate a tag similarity score for each tag against a place name database, keeping score 

of the text similarity 

 Filter the FlickR tags for those which are within 100m of a similarly named entity from 

the gazetteer, and have been tagged by 10 or more different users 

 Use the location from the matching gazetteer for the popular landmarks highlighted from 

this procedure, and select the underlying related building polygons (Figure 2). 

 

 

Filtered on “Calton” Filtered on “Castle”

1

2

a)

b) c)
 

Figure 1: FlickR tags (a) all  (b) filtered by tag 'Calton' [1] shows the actual location of Calton hill     

 (c) filtered by tag 'Castle'  [2] shows the actual location of the castle 
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Filtered FlickR dataset Selected Landmark Buildings based on FlickR tags
 

Figure 2: Gazetteer locations for popular tags in FlickR images 

 

Using this methodology, the 41,315 FlickR images in the study region identified 371 polygonal 

landmark candidates. 

 

3.1. Structural and Semantic Saliency 

In addition scores for web saliency were used as a proxy for semantic saliency, derived from the 

number of occurrences of entity names in Bing web search results. This highlighted the well-

known brands such as KFC and McDonald’s. Scores were also assigned to features according to 

their generic type, with bars, banks, churches, statues scoring highly. 

Structural saliency was calculated by measuring the distance from each feature to the nearest road 

junction, buildings next to junctions being easier to describe with terms such as ‘on the corner’, 

and therefore having a higher saliency. 

A combined static saliency score was then calculated to reveal which buildings would be 

considered as useful landmarks within the database (Figure 3). A further dynamic component of 

the saliency was computed when required, considering the visibility of each feature and the 

proximity to visible road junctions from the user’s current location. 
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 Saliency Low High

 

Figure 3: Combined Static Saliency for Building Polygons in Edinburgh, Scotland 

 

4. Dynamic Saliency 

Consideration for the user’s current location and orientation enables the list of landmarks to be 

filtered further by modelling vista space. This was carried out using a visibility engine which 

accessed a Digital Surface Model sourced from LiDAR data, and revealed which landmarks in the 

user’s gaze direction were visible. Figure 4 shows the output from this stage, as both the polygons 

which are at least partly in view (4a) and from a user’s perspective (4b), shaded by distance but 

where each raster pixel maps directly to a map location and therefore known saliency score. 



Constructing Referring Expressions using Landmarks 

6 

 

a

b

 

Figure 4: Outputs from the Visibility Engine (a) map of polygons visible in all directions from user 

location shown by star   (b) perspective view of the scene filtered by  

orientation for a user looking North as shown by triangle in (a) 

 

 

5. Reference Object Selection 

A rule based approach was used to determine which landmark would form the reference landmark 

to generate a referring expression for the target entity. The most suitable landmark was judged 

according to the following criteria: 

 

1. Visual angle difference from target feature 

2. Dynamic saliency score (factoring in visible area and distance from viewer) 

3. Static saliency score (single statues and monuments are considered as primary reference 

landmarks, due to being highly recognisable from a distance) 
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Figure 5: The visible polygons and skyline are drawn on the top map with  

the target (red) and selected salient landmark (green).  

The corresponding entities are highlighted in the perspective view. 

 

6. Referring Expression Generation 

The referring expression generated currently uses a simplistic qualitative projective relationship 

based on the 5-intersection model(Clementini and Billen  2006, Clementini et al.  2010). For the 

example shown in Figure 5 the red target building (Ramada Hotel) would be described as left of 

Scott Monument, the selected salient landmark building shown in green. A possible second 
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candidate for the reference object would be ‘Jenners department store’, however in this case the 

saliency score was lower than that for Scott Monument.  

In addition the referring expression may also include information that the target polygon 

intersects the skyline polygon (Figure 5), and therefore the target is considered to be “on the 

skyline left of Scott Monument”. 

 

7. Conclusions 

Speech based user interfaces offer freedom from screens, and allow for hands-free, eyes-free 

interaction. However guiding a user’s gaze requires the generation of suitable referring 

expressions to identify target objects. This paper has shown how crowd sourced images can be 

used to identify suitable landmarks which can form the basis to direct the user’s view towards the 

target. It is possible that the selected landmark is not known by the user, and in these cases the 

user needs to feedback this information to the system through the speech interface, so that a 

secondary reference landmark may be selected from those available. In time user histories would 

allow for the system to become more tuned to the user’s existing knowledge of the city, and 

therefore guidance to new targets should improve.  

FlickR tags provide a useful indication of the most recognisable features, however there are still 

issues in linking these points to building polygons whose visibility may be modelled. In some 

cases the larger features are digitised as a collection of smaller polygons, and some manual 

grouping into sites was required.  
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