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Introduction:





It is increasingly recognised that vast amounts of spatial data are being recorded through satellite imagery, census counts, marketing research firms, and various government agencies.  Indeed, most data are spatial in that they can be decomposed into attribute information and locational information and can therefore be processed within a  GIS. In an attempt to understand aspects of these often extremely large data sets, visual, exploratory techniques have become prominent in recent advances of spatial data analysis.  However, despite GIS often being cited as having good visualisation capabilities, they have not kept pace with developments in the visualisation of multivariate spatial data sets.  





The development of methods for visualisation of data beyond simple displays such as bar-charts, boxplots and scatterplots is a relatively new phenomenon, and related to the recent development of flexible interactive computing environments.  There have been several commentators stressing the importance of the visual display of information, notably Edward Tufte (Tufte, 1990), but methods from data visualisation (Cleveland, 1993) have yet to enjoy wider usage among those engaged in the analysis of socio-economic data.  Dorling (Dorling, 1991) explores a number of largely static visual displays of a range of data.





Among the techniques which extend simple static display are dynamic ones, in particularly the ability to link different views of data in different windows.  With linked windows, an ‘interesting’ part of the data can be selected/highlighted in one window (for example some outliers in a scatterplot) and the equivalent sections of, say, a linked histogram or boxplot, corresponding to the highlighted data from the scatterplot will also be highlighted.





However, whilst techniques such as brushing and linked windows are now fairly commonplace, even within GIS, their use is usually limited to univariate and bivariate data sets.  For example, a histogram of a single attribute might be brushed and the location of the highest or lowest values depicted in a map window, or a scatterplot of two variables might be brushed to depict the locations of pairs of values which do not fit the general trend shown in the scatterplot.  While useful, these techniques are severely limited in their application to low dimensional data sets.  Most real data sets are much more complicated and contain many interacting attributes.  Confining visual analysis to very limited parts of the data, perhaps a handful of variables, leaves the results of the analysis open to justifiable criticism.  For example, when several covariates are present, this is akin to measuring the relationship between two variables with a correlation coefficient  instead of in a multiple regression framework where the covariates can be included. 





A similar problem exists with scatterplot matrices.  Although these provide a visual indicator of two-way associations for a data set with a large number of variables,  and can also show outliers in a two-dimensional sense,  it is not clear how they can be adapted to account for the effects of covariates when inspecting two-dimensional relationships.  Also,  it is possible that some data points may be outlying in a subspace of the data set of dimension greater than two,   but not be outlying in any of the two dimensional subspaces.  In cases such as these scatterplot matrices are unable to identify the outliers.


 


Simple visualisation tools can therefore be misleading in suggesting relationships, and identifying outliers and exceptions.  This is particularly important in the social sciences,  where it is rare that small numbers of measured variables have an association that is unaffected by any exogenous variables. What is needed is an examination of statistical techniques which can be used for the visual exploration of higher dimensional, and more realistic, spatial data sets.  Here we examine the potential of three techniques for visualising higher dimensional spatial data sets: Parallel Coordinates, RadViz techniques and Geographically Weighted Regression.  It is our contention that if GIS is to maintain its oft-stated advantage of visualisation, the software needs to develop a sophisticated visualisation toolkit which will handle higher dimensional spatial data sets.





Technique 1: Parallel Coordinates





The exploration of relationships within a multivariate data set can be undertaken with several existing techniques such as multiple regression, principle components analysis, cluster analysis and factor analysis.  However, a drawback to these techniques for exploring patterns and relationships within data is that they are not very visual.  We might transform data to principle components and construct a scatterplot of the locations of the data cases with respect to the first two or three components but our ability to see a four or higher dimensional space in which our data lie is limited.  To solve this problem, the data can be represented in a series of parallel coordinates with each coordinate representing a single attribute (Inselberg 1997; Inselberg and Dimsdale, 1994).  Despite having interesting potential applications to spatial data sets, the technique has so far only been applied to aspatial data and has not been linked to a map for further exploration which is suggested below.  The technique is almost unknown in Geography and the other social sciences.





The technique of placing data within a series of parallel coordinates is very simple and yet can produce quite powerful visual patterns of relationships between attributes.  Suppose a data set has n attributes.  The procedure involves drawing n parallel lines (axes) each of which is labelled according to the values of a specific attribute with the lowest end of the line corresponding to the lowest value of the attribute.  An observation is then plotted by placing the values of each attribute on the axes and joining these points by straight lines.  By plotting a set of data in this way, a series of lines forms between the axes and the patterns in these lines can be used to explore relationships within the data.  This can be done either by selecting various lines that appear to exhibit similar patterns or by selecting a range of values of one attribute (perhaps an attribute that might be defined as the dependent variable in a regression framework) and then examining the values of the other attributes that are linked to points within this range.  In an extension to this, further exploratory work is possible with spatial data by linking the parallel coordinates display to a map and selecting groups of data exhibiting similar patterns of data in the parallel coordinates display to see their locations on the map. 





A demonstration of the parallel coordinates algorithm linked to a map will be given and an example data set drawn from the UK Census of Population will be given.  We already have the digital boundaries of the census wards and these will be linked to a large number of attributes drawn from the census.  It is likely that census wards in part of NE England will be used for the demonstration.








Technique 2: RadViz Techniques





Suppose we have a set of m continuous observed variables for each of n cases, and denote the jth observation on the ith case by x{ij}.  Such a situation frequently arises when examining social data.  For example, the cases might be census wards, and the observations might be rates computed from census variables. Like the previous approach, the RADVIZ method projects a set of m-dimensional points onto two dimensional space.  However, in this case the projection is nonlinear.  To explain the RADVIZ approach, it is helpful to imagei a physical analogue.  Suppose m points are arranged to be equally spaced around the circumference of a unit circle.  Call these points 1 to m.  Now suppose a set of m springs are fixed at one end to each of these points, and that all of the springs are attached at the other end to a weight.  Finally, assume the stiffness constant (in terms of Hooke's law) of the jth string is x{ij} for one of the data points i.  If the weight is released and allowed to reach an equilibrium position, the coordinates of this position, (u{i},v{i}) say, are the projection in two dimensional space of the point in m-dimensional space. This can be repeated for each point so that the data set is represented by a scatter of points wthin the circle.





The use and potential problems with the technique are demonstrated with the same spatial data set as is used to examine the performance of parallel coordinates.








Technique 3: Geographically Weighted Regression





The third technique which will be used to explore the nature of relationships in higher dimensional spatial data sets is one which the authors have developed and are in the process of expanding (Brunsdon et al, 1996; Fotheringham et al, 1996).  The technique is termed Geographically Weighted Regression and it is used to explore spatial variations in regression relationships.





The objective of ordinary least squares (OLS) regression is to produce a single set of parameter estimates given data on a dependent variable and one or more independent variables.  When applied to spatial data, the single set of relationships described by the parameter estimates is assumed to apply equally to all parts of the region from which the data are drawn.  However, non-stationarity can occur for two reasons: i) there are intrinsic differences in relationships over space, and ii) the regression equation is not perfect and includes either incorrect functional forms of relationships between variables  and/or excludes relevant variables.  In the case of the latter, these relevant variables may be unknown to the researcher or they might be unmeasurable.   In either case,  the model mis-specification might be viewed as a geographical effect.  Changes in the slope of a non-linear relationship between two variables might be associated with particular geographical regions,  or omitted variables might exhibit spatial patterns.





Whatever the cause of spatial non-stationarity, it is possible to measure its intensity and to map it using Geographically Weighted Regression (GWR).  In GWR, the data are weighted spatially around a point so that neighbouring data weight more heavily than data further away.  By doing so, different parameter estimates can be obtained for each point in space so that the resulting parameter estimates can be mapped and spatial variations in relationships explored.  Clearly, it is useful to utilise the mapping and data integration facilities of a GIS for this exploration.  We will demonstrate the use of GWR for exploring higher dimensional data sets with an example on UK house price determinants.  Variations in the determinants of house prices around the country will be identified through a mapping of the localised parameter estimates.
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